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Abstract: The background work for this paper was initiated by a professor who posed the
seemingly innocuous question: How can I tell if students are cheating on my supervised, online quiz? At the outset, the answer seemed relatively straight forward, because learning
management systems (LMS) can measure a response latency factor as well as any “browsing”
behaviors carried out by students. Nonetheless a review of the literature indicates there is no
simple solution, but some compelling ideas are put forward for consideration.

Are My Students Cheating While I Supervise Them During an On-line Quiz?
A professor of Management and Employee Relations (MER) within our business school sensed that several
students were achievement marks that were out of step with their performance on other forms of assessment
within his class. His teaching program involved using a computer laboratory to conduct exercises, view
animations and video clips. He usually ended the teaching session with an on-line quiz. The professor has many
years of teaching experience, excellent peer and student reviews of his work and is well known for his innovative
teaching initiatives. His question was taken very seriously by the developers of the LMS and the problem did
not seem hard to solve – at the outset!

The Learning Management System – Cecil - An Introduction
It has been argued that the learning management system developed at The University of Auckland may be one
of the first of its type worldwide. (Sheridan, 2002) Be that as it may, it is certainly a very busy and complex one.
Our computer supported learning system (CSL aka Cecil) began life as a project within a database
course offered by the Management Science and Information Systems Department of The University of Auckland
Business School. The first prototypes were running in 1995.
Since 1995 one might estimate hundreds of LMS-like products have been created with the market share
now going to Blackboard and WebCT. Cecil is “home grown” and the university has continued to support and
develop it – based upon an independent panel’s finding that it was more sophisticated and flexible than the
commercial alternatives.
For the purposes of this paper the following thumbnail summary of Cecil will be helpful:
Number of objects (tables, views, stored procedures, functions etc.): 836 Objects
Number of tables: 388 tables
Number of columns (attributes): 3872
Average Number of transactions per second: 80-100
Number of sessions per day: 15-20,000
Number of course enrolments: 94,000

Number of courses, 2000+
Number of academic users: 2000+
Number of sessions per academic year: 3M+/year
Number of questions answered: 6M+/year
Number of marks recorded: 1M+ /year
Number of learning objects: 25,000
Tested scalability: 750,000 sessions for 24 hours
Cecil has developed over a period of seven years. It is a system that enables delivery of teaching,
assessment and class administration to occur in one environment. Cecil contains the entire enrolment of the
University allowing any course to use the system with a single point of authentication. Cecil is networked to
eight different systems, including such things as PeopleSoft Academic and the ID section’s database of
photographs. www.cecil.edu is the busiest educational website in New Zealand an achievement that is
sometimes exchanged with the university’s main site. The operation is professionally managed by the
University’s technology support centre.
Cecil was designed to provide an elegant assessment and knowledge management platform which
would include a time stamp on every transaction. For example, computer adaptive testing was engineered “in”
from the beginning, with the result that every “click” a student makes in the LMS space is recorded and in the
case of a quiz this includes changing one’s mind and browsing an exam before answering a question.
Over the past nine years Cecil has recorded the actions of tens of thousands of student taking
hundreds of thousands of quizzes. The majority of the quizzes are not supervised, in other words the vast
majority of the twenty million questions that have been answered have been to for self-assessment. Cecil’s
design requires that each question be attached to a knowledge element in the taxonomy or discipline under
study. Thus, student’s behaviors can be tracked with a reasonable granularity to the discipline (in general) and
teaching objectives of the professor.
As a result we were confident that we had all the necessary data on-hand archived in a database of
~400 tables with ~4,000 attributes. We did need some expert guidance on how to detect suspicious behavior and
then to present the data as a compelling argument

Finding the Guilty Party: Compelling evidence
As we discussed the problem and its probable resolution with the professor, we were reminded of the legal
maxim that “justice must not only be done but be seen to be done”. In other words some esoteric statistical
program that provides proof of cheating would not be satisfactory if the professor could not describe it’s
function with confidence and the students could take advantage of his discomfort and dispute the findings.

Researchers are very well aware of Type
I and Type II errors. In modern
jurisprudence we generally concede that
it is better for a guilty person to escape
incarceration or a death penalty than to
find that an innocent person has been
executed.
In the graphics presented to the left
(www.intuitor.com/statistics) we see the
dilemma usefully explained.

In the example to the left some innocent
persons are suspect (Type I error)
In the academic environment professors
want to have compelling evidence of
cheating before taking on the student
body. The accusation of cheating is
both time consuming and potentially
has career implications, hence the need
for clear (layman’s) evidence, presented
in a timely way so action can be initiated
without delay.

We have learned from our experience
that regardless of the solution provided
by an LMS, the “standard of judgment”
remains in the hands of the professor.
In other words the LMS should provide
timely and accurate data on student
performance and then leave it to the
presiding academic to decide if further
action is warranted.

Cheating Behaviors
A review of the literature on cheating provides an intriguing perspective on the dark side of humanity.
Cheating can take on some bizarre forms such as teachers “improving” students’ responses on
normalized tests to ensure their continued employment or a better standing for their school and students (Jocob
& Levitt 2003)
We are told that “between 20-90% of students have cheated at least once on exams” during their
undergraduate years. (Richardson, et al 1994) (Harpp & Hogan 1991). Richardson also noted the reluctance of
instructors to identify potential cheaters because of the “gray area” of the suspects. (It is this “gray area” issue
that was discussed above.)
Weslowsky (2003) reports that between 3-10% of students have been detected cheating even under
test-room conditions. He even contemplates controls on electronic communication to foil students using some
advanced devices to gain an advantage.
Barlow et al (2003) cite papers to show that plagiarism has risen from 20% in the 1950s to between 7598% currently. We might conclude that dishonesty is growing and that more sophisticated tools are needed to
confront it.
Many of the institutional websites that we reviewed had exhaustive recommendations on how to design
and administer an examination, including the problems associated with multiple choice examinations. Chief
among the recommendations were making multiple versions of the tests and randomized seating for students.
(Purdue University, 2003) However well meaning some of these guidelines are it would seem that there is always

a way of gaining advantage. For example, if the professor organizes questions by sub-headings and provides
multiple versions of test s/he may still inadvertently assist the cheaters. (Balch 1989)
In our review of the literature we found no papers or university guidelines that specifically addressed
cheating or the prevention of cheating when taking an on-line test. The reason may be that we believe the
opportunities for cheating with LMS based on-line quizzes are greatly diminished. For example, if the LMS
provides a random selection of questions from a pool, and the selected questions are then presented to each
student on an as required basis with the answer options shuffled then the opportunities for cheater should be
greatly reduced.
Unfortunately it has been our experience that the pool of questions is seldom very large and the
question pool has been badly exposed over time. This provides two major forms of cheating, either a cheatsheet or the very high probability that students will receive all the same questions but just in a different
sequence.
In developing our approach one of the papers we found particularly helpful was written by the former
executive director of the Educational Testing Service (ETS), William Angoff (1974). In this paper he evaluates a
number of potential indices for detecting cheating on paper-based, multiple choice exams. We were also
interested in the approach taken by Paul Clough (2003) though his use of sequences and string matching. In this
instance he was concerned with plagiarism, but the ideas were still very useful if we consider students ’
responses as “sequences”.
In our solution to the question of whether a student is cheating on a supervised, on-line quiz we take
the view that the students will cheat if given the opportunity and may take the form of colluding with a partner or
simply opportunistic in this regard – someone to the left, right or in front of the cheater.
As a result, we have derived some reasonably simple “rules” that can be applied to an on-line test while
it is occurring. Implementing these “rules” would provide the supervisor with real time notification that
something may be amiss – and follow up action is the supervisor’s decision.
We have adapted Angoff’s (1974) indices as follows:
c-gram – a sequence of correct answers
w-gram – a sequence of incorrect answers - of particular interest are the specific wrong answers
selected.
o-grams – a sequence of questions that were omitted. This could take several forms. If the quiz has
negative marking (to diminish guessing) then students will omit questions if they have uncertainly
about the answers
l-grams – the response latency of students’ answers to questions. There are many reasons why
students may answer questions quickly or slowly. There are systemic issues such as network problems,
and individual problems such as visual handicaps, yet there is a “standard” response time for all
questions answered. This latency applies to 1) a specific question whenever students answered it (the
question’s historic latency), or 2) on a given day the latency student’s register when answering a
specific question, or 3) the very short latencies registered by student browsing through the quiz
without answering any questions.
One can readily see there is a multidimensional perspective to students’ responses to an on-line quiz.
There are sequences of correct answers, wrong answers, and skipped answers. There is also the time students
are taking to answer questions or not answer questions as the case may be.
Consider but one example, an honest person is answering correctly with a reasonable latency but
another student is answering in the same manner with a much longer latency and consistent browsing. The
instructor should be advised by the LMS that there is a developing scenario that points to a cheating event at
hand.
In the case raised by the MER Professor, we reviewed more than 8,000 student responses to
approximately 700 short quizzes. In summary, we detected 21 events involving two students that were
suspicious. One student was consistently slower than the other and repeated both the correct answers and some
of the incorrect answers. “Coincidentally” the suspect also returned to the same questions (browsed) as the

“donor” to review their answers prior to submitting the quiz for marking. All things considered the professor
was correct about suspecting at least one student was cheating but got the data too late to do anything about it.

Conclusions
It is obvious from the brief review of literature that cheating is widespread and may or may not involve collusion.
Instructors should use large pools of test items and maximize the test randomization features of their
LMS.
Unfortunately writing good multiple choice questions takes a great deal of time and the test banks from
publishers are generally quite poor. Thus, the pool of test questions is small and easily over exposed to
students.
In some instances it makes no sense to randomize the questions or shuffle the answer options because
the sequence of the questions and their answers follows from lecture notes or a simulation.
However, there are some new features that an LMS could provide to assist instructors in the prevention
of cheating.
For example the test template used to generate an on-line test should have “rules” an instructor could
set for expected c-grams, w-grams, and l-grams sequences. When a test is in full swing and some of the rules are
exceeded the instructor is immediately notified about the person or persons involved.
In the case of our LMS, Cecil, all of the students’ identification photos are available from the
university’s central administrative system. Thus, when the “rules” are exceeded it should be possible for us to
pull the students photo on the supervisor’s screen computer screen along with the suspect’s data. This
proactive approach might really have decisive effect on the inclination to cheat. (Our university, for its own
security reasons, randomly assigns IP numbers to computer laboratory desktop systems as each student logs-in.
As a result, it is not possible to identify a student with a specific IP number (seat) prior to the quiz. In
institutions that have fixed IP numbers assigned to each desktop lab computer then catching the culprit could be
made a bit easier. In any event this assumes collusion and that is only one of the many factors that need to be
considered.)
The forensic aspects of this work are fascinating and continuing.
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